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Abstract. Blockchain-based process execution has gained significant at-
tention from the BPM community in the previous years. The ability to
guarantee the correct execution of processes is considered an important
factor for applications in low-trust environments and for the implemen-
tation of smart contracts in general. However, enforcing the correct exe-
cution of the control flow is a two-edged sword as it naturally minimizes
flexibility. At the same time, the enforcement of the process is only partial
since the blockchain cannot control the state of real-world objects: phys-
ical objects and off-chain data objects. Consequently, the actual object
state may deviate from the one assumed by the smart contract. Smart
contract models should allow the automatic handling of exceptions aris-
ing from such deviations while still guaranteeing contractual behaviors.
This paper introduces a modeling approach for smart contracts that uti-
lizes imperative modeling of processes in combination with declarative
modeling of object life-cycles and consensus mechanisms. This combina-
tion allows us to agree on exceptions, to automatically derive plans for
resolving object state exceptions at runtime within the boundaries of the
agreed smart contract, and to agree on a selected plan.

Key words: Smart Contracts, BPM on Blockchain, Exception Han-
dling, Guard Stage Milestone

1 Introduction

The execution of business processes on blockchains has received substantial in-
terest in research throughout the previous years [18]. Various research proto-
types exist for executing business processes on blockchains. However, there is
no widespread adoption in the industry yet. While the execution of business
processes on blockchains is considered beneficial in low-trust environments, im-
portant aspects for practical use - such as privacy [8] and flexibility [11, 4] - were
not addressed by the initial prototypes. Flexibility is a challenging property, as
it contradicts the aim of guaranteeing the correct execution of a process based
on the underlying process model. On the one hand, blockchain technology is con-
sidered beneficial for low-trust environments as it guarantees the correct process
execution. On the other hand, unforeseen events may always happen, preventing
the enforced process from continuing its execution if not addressed.
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Fig. 1. Running Example (actors in parenthesis)

In an ideal world, exceptions are not likely to happen if the execution of a
process is fully enforced by the blockchain. However, the blockchain can only
enforce the process based on facts known to the blockchain system (typically
stored on-chain). For real-world objects - physical objects or off-chain data ob-
jects - no enforcement of the state is possible by the blockchain system since
the blockchain does not control the actual state of the objects, but only their
on-chain representation. Thus, deviations between the prescribed state in the
process model and the actual state are prone to happen. Such deviations can
lead to process instances that cannot continue since no alternative behavior of
the process flow is permitted, but a continuation as prescribed is also impossible.

To clarify the problem with an example, Figure 1 shows a fragment of a
simplified process, where a table is assembled and then painted by a supplier.
Next, the table is shipped by a shipper and finally received by a customer. The
table is modeled as a data object using the state notation in square brackets.
The blockchain cannot guarantee the actual state of the table; it is possible that
the recorded state of the table (e.g., painted and assembled) does not match the
state of the table when the customer receives it. If the customer now refuses
to receive the table because it is not adequately painted or assembled, current
blockchain-based solutions for process execution would not know how to continue
executing this process instance. Thus, the instance would get stuck forever.

In general, we argue that processes executed on blockchains should effectively
handle exceptions arising from a mismatch between the actual state of a real-
world object and the state reported on the blockchain. However, it is infeasible
to model all potential state exceptions and their handling mechanisms a priori.
In this paper, we explore how imperative modeling of the expected execution
flow of blockchain-based processes can be complemented by declarative object
life-cycles to derive exception handlers at runtime. We provide the following
contributions: (i) a method for modeling blockchain-based processes supporting
the recovery of state exceptions of objects; (ii) algorithms to automatically derive
recovery plans in case of state exceptions; (iii) a dispute protocol for handling
disputes on object states and agreeing on a repair plan.

The paper is structured as follows: Sect. 2 presents related work, Sect. 3
introduces the proposed modeling approach. In Sect. 4, we provide the details
on the design-time, and in Sect. 5 on the runtime phases of the approach. Finally,
Sect. 7 concludes the paper.
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2 Related Work

The concept of Smart Contracts as the execution of legal contracts via hard-
ware and software was already coined in the last millennium by N. Szabo [19].
However, it recently achieved substantial momentum with the introduction of
second-generation blockchain systems such as Ethereum [2]. Notably, this has
also led to a different interpretation of the term. A blockchain smart contract is
code on a blockchain that may or may not implement an actual contract.

The BPMN community started to contribute various approaches for the
model-based implementation of Business Process Models on blockchain. There
are two major classes: (1) The process itself is executed on blockchain, e.g.
[20, 10], (2) the choreography is enforced by the blockchain, e.g. [3, 23]. Since the
required degree of enforcement depends on the actual security requirements of
the collaboration, a BPMN extension to explicitly model smart contract-specific
requirements was proposed in [9]. It allows deriving which parts of a process
should be secured by the blockchain, and for what parts this strong enforcement
is not required.

The strong enforcement of the control flow as provided by blockchain systems
is a two-edged sword: Strong enforcement limits flexibility, and flexibility limits
enforcement. Consequently, solutions for flexibility in blockchain-based processes
need to balance both sides. In [11] a consensus-based mechanism to assign and
reassign participants and predefined parts of the control flow at runtime is intro-
duced. The control flow can be changed by selecting alternative sub-processes
and by gateways that are based on runtime consensus decisions. Consequently,
flexibility is restricted to explicitly modeled cases. An alternative viewpoint is
taken by [4], where the blockchain enforces a choreography, but the participants
can change the actual rules of the choreography at runtime if a consensus on
the change is reached. A similar approach based on DCR graphs is followed
in [7], where participants can agree on changing the DCR graphs and partner
assignments. However, none of the approaches addresses exceptions.

Flexibility and exception handling have been extensively studied for classical
business processes [16]. Similarly, approaches that combine the process view
with the lifecycle of the participating artifacts to ensure consistency already
exist [17, 1, 13]. However, the existing approaches do not take into account the
specific requirements of low-trust environments, where flexibility is needed but
deviations must still comply with the original intentions of the participants and
single points of control are not acceptable.

This paper explores the combination of imperative and declarative process
modeling to derive contractual repair plans for object state exceptions at run-
time. This way, the declarative model sets the frame for the flexibility of the
original contract. Automatic planning has been applied in the BPM domain to
repair data inconsistencies due to concurrency issues [21], and to support flexi-
bility in business processes [12]. However, our work proposes to model possible
adaptations declaratively in an established modeling language, and it covers a
consensus protocol for the occurrence of exceptions and for agreeing on a recov-
ery plan. Both are key factors in low-trust environments.
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Fig. 2. Proposed approach. The chain symbol indicates elements on a blockchain.

3 Approach

To handle exceptions arising from a misalignment between smart contract object
states and real-world object states, we propose the approach outlined in Figure 2.
It is structured in two phases: a design-time phase, where the process is modeled,
and a runtime phase, where the actual execution, monitoring, and exception
handling take place. During the design-time phase, the modeler is in charge of:

— Designing a BPMN or SecBPMN2BC [9] process model that captures the ex-
pected execution flow of the smart contract. Real-world objects are represented
as BPMN data objects, including state annotations.

— Designing life-cycle models representing the life-cycle of each data object. The
existing implicit state transitions of the BPMN model (input and output states
of activities) can be used as a starting point. However, additional state changes
and possible activities for reaching these changes are included to define the
contractual behaviors in a declarative form. For allowing a dispute on the
actual state of data objects, the challengeable states are defined in the life-
cycle model.

The BPMN and life-cycle models are then used in the runtime phase to
execute the process, monitor the states of the data objects, and identify re-
covery plans when an exception in the object states occurs. In particular, the
BPMN model is used to instruct a process executor. This component can be
a traditional off-chain BPMS, an on-chain BPMS such as Caterpillar [10], or
smart contract code on a blockchain implementing the logic of the process. In
all these cases, we assume these components produce an event whenever a task
is executed. These events are then consumed by a monitoring engine that is
configured with the life-cycle models. In this way, the engine is aware of how the
process is progressing and can determine the state of data objects. Whenever a
data object achieves a new object state, the monitoring engine will produce an
event.

At runtime, whenever a participant has to start or end an activity, he/she can
challenge the actual achievement of the object state by invoking a dispute res-
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olution smart contract. This smart contract determines, through a consensus
protocol involving selected participants, if the claim is correct.

If so, the smart contract invokes a planner, which is configured with the
life-cycle models and takes as input the state being challenged and all events
produced by the monitoring engine. Based on this information, the planner de-
rives a set of recovery plans to recover from the exception, that is, to eventually
reach the challenged object state without side effects on other milestones and
opened stages. Then, the smart contract determines, through a consensus proto-
col involving selected participants, which plan to approve. Once a plan has been
approved, the process executor puts the process defined in the BPMN model on
hold until the challenged state is reached. Then, the original process resumes!.

The envisioned approach stores the BPMN and life-cycle models, as well as
the events and the recovery plans, on a blockchain. In this way, each participant
can compute all possible plans and check if a selected plan is valid. Thus, we can
guarantee that a contractual strategy is applied once consensus is reached. Since
the process is executed on a blockchain and all participants can access the process
state, each participant can also execute their own instance of the monitoring
engine. Consequently, the monitoring component is neither a single point of
failure nor does it introduce central control. However, to keep the discussion
compact, we treat the monitoring component as a single logical component in
the following discussion.

4 Design-Time Modeling

4.1 Preliminaries on GSM

For representing life-cycle models of data objects, we use Guard Stage Milestone[5]
(GSM). It is an artifact-centric language, aimed at the automation of knowledge-
intensive processes. Instead of treating activities and control flow dependencies
as first-class citizens - as it is typically the case for process-centric languages like
BPMN - GSM focuses on the possible states in which an artifact - a physical
or virtual object - can be during its life-cycle, and on the admissible transitions
from one state to another.

In GSM, activities that can be performed to change the state of an artifact
are represented by stages, which are represented as rounded rectangles. Stages
can be atomic if they represent a single activity, or they can be composite if they
nest other ones. Stages can be open, making it possible to open inner stages and
- for atomic stages - to execute the associated activities, or they can be closed.

To indicate under which conditions activities can be executed, stages are
decorated with guards, which are represented as diamonds. In particular, a guard
is a sentry - an Event-Condition-Action (ECA) rule [5] - that is evaluated when
the corresponding stage is closed. If that sentry holds, then the corresponding
stage becomes open.

! We assume that the component implementing the process executor supports stop-
ping and resuming the process.
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To specify when the artifact has reached a specific state, stages are dec-
orated with milestones, which are represented as circles. A milestone can be
either achieved, indicating that the artifact has reached a state, or invalidated,
indicating that the artifact is no longer in that state. Sentries are used to specify
under which conditions a milestone is achieved or invalidated. In particular, the
achieving sentry is evaluated while the corresponding stage is open. Conversely,
the invalidating sentry is evaluated while the stage is closed. In addition, opening
a closed stage invalidates all its milestones, and achieving a milestone makes the
attached stage and all its inner stages closed.

In GSM, sentries are triggered by events which can be internal (e.g., the
achievement of a milestone) or external (e.g., a notification from an information
system). It is worth noting that, when a sentry holds true, it will change the
state of the model (e.g., a stage will become open). Thus, it will generate an
internal event that could trigger one or more sentries. GSM is designed to eval-
uate sentries to avoid an infinite chain of internal events [5]. The chain of events
that originates from a single external event is called B-step.

GSM also includes a data structure (which has no visual representation)
named information model. This component is used to store runtime information
on the current configuration for stages (e.g., open or closed) and for milestones
(e.g., achieved or invalidated), as well as the external events that the model can
accept and their payload.

4.2 Modeling of Admissible Object Behaviors

In our approach, we complement the imperative process-oriented smart contracts
with models explicitly defining the contractual state transitions of objects. While
there are various modeling methods for defining allowed state transitions of data
objects, such as state charts [6] or Petri-nets [15], we have opted for GSM life-
cycle models for the following reasons:

1. It must be possible to express that an object can have multiple states simul-
taneously. In our example, a table should be in the state assembled and in
the state painted. The modeling method should support this without dupli-
cations of states.

2. GSM is a formally grounded modeling method supporting declarative and
compact life-cycle models. At the same time, the building blocks of GSM
are well-known since they serve as the foundation for OMG ’s case handling
standard CMMN [14].

We use life-cycle models as parts of the overall smart contract. Therefore,
at build-time, the participants of the smart contract agree on the life-cycles of
all data objects in the form of GSM planning models. At runtime, these models
have two purposes: they are used to derive plans for recovery actions, and they
are used to derive models for synchronizing the state of the imperative process
with that of its data objects. We refer to the former as GSM planning models
and to the latter as GSM monitoring models.
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Example In the example process in Fig. 1, there is one data object Table. From
the process, we can identify the following activities leading to state transitions
of tables: AssembleAtSupplier, PaintAtSupplier, and Ship. The activity Assem-
bleAtSupplier requires a non-assembled table and produces an assembled table.
The activity PaintAtSupplier requires an assembled table and returns a painted
(and still assembled) table as output. Finally, Ship requires an assembled and
painted table and has an additionally shipped table as output.

Based on this information, we can create a stub of a GSM Planning model
with three composite stages: Assemble, Paint, and Shipment. We nest the pre-
viously identified activities in the form of atomic stages into the composite
stages. For each composite stage, we add a milestone with the label of the newly
achieved output state (Assembled, Painted, Shipped). We define these milestones
as achieved once the corresponding atomic stage is completed. In addition, we
create guards for the new composite stages to comply with the semantics of the
input process. For example, a table can only be assembled if it has not yet been
assembled. This pattern allows us to easily extend the model with additional
activities on tables that are not part of the BPMN model.

The resulting model stub represents the table’s assumed behavior during the
execution of the imperative process. However, planning models may also contain
additional stages for state transitions that are physically possible and contrac-
tually allowed. Therefore, the partners agree on the allowed state transitions via
the planning models. These atomic actions are not necessarily executed during
the standard paths of the process. However, the participants agree that they can
potentially be used to handle exceptions.

In the example, we include the additional atomic stages PaintAtCustomer
and ReturnService. Furthermore, we add a composite stage, Return, and adopt
Shipment to allow shipments in any state. Overall, this model now expresses
all agreed-upon state transitions of the table and their preconditions. Finally,
we mark all milestones that may be challenged by the participants at runtime
as challengeable. A graphical representation of the resulting planning model is
shown in Fig. 3. In the graphical representation, challengeable milestones are
shown as grey circles. All composite stages have events in the on-part. These
events are called planning events (e.g. P:Paint) that are used for plan genera-
tion (see details later). However, they can also be derived and do not need to
be provided manually by the modeler. In the same way, for all challengeable
milestones, an invalidation sentry is needed to invalidate the milestone once the
corresponding dispute message arrives.

Formalizing Planning Models After the informal introduction of planning
models based on an example, we now formalize the necessary parts of planning
models as an extended subset of GSM and refer the user to the definition of
GSM in [5] for all the details. We use the typical object-oriented dot notation
to access the components of tuples in the following.

Definition 1 (GSM Planning Model). A GSM Planning Model is a tuple
Mod = (G,S, M, E,I), where
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- G is a set of Guards. Each guard ¢g has a property g.sen referring to an
expression called Sentry (see Def. 2) defining the condition under which the
guard is activated.

— S is the set of Stages. Every stage s € S has a parent stage s.p. For the root
stage r, r.p = r. The function s_type : S — {atomic, composite} maps each
stage s to its type such that: s_type(s) is composite if s € {s € S :3s' € S :
s'.p = s} otherwise, the type is atomic. Each stage s has a non-empty set of
guards s.g defining under which conditions a stage is opened. During runtime
a stage opens if at least one guard evaluates to true.

— M is the set of Milestones. Fach milestone m in M has a property m.s € S
referring to the stage of that milestone. Every milestone m has a non-empty set
of sentries m.Sen™ defining when m is achieved and a non-empty set of sentries
m.Sen~ defining when m is invalidated. If at least one sentry evaluates to true,
an activation or deactivation occurs. Whether a Milestone can be challenged
is defined by the modeler and expressed by the function
challengable : Mod.M — {true, false}.

— FE is the set of events. The function e_type : E — {atomicStart, atomicEnd,
internal, planning, ChallengeSuccess ful} maps each event to its type.
Events of type atomicStart and atomicEnd are the start and end events of
services enclosed in atomic stages. Such events have an additional property
e.s referring to the atomic stage.

Events of type atomicStart are in control of the participants, while atomicEnd
events can only be controlled indirectly: They will eventually occur after the
corresponding start event is issued.

Events of type planning are external events under the control of the partici-
pants. They are used for planning purposes.

Events of type ChallengeSuccess ful are sent to the GSM system once a par-
ticipant successfully challenges a milestone. Such events e have a payload e.p
referring to the challenged Milestone in M.

Events of type internal indicate the closing or opening of stages, achieving or
deactivation milestones. See the full GSM semantics in [5] for details.
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- I = (S,M) is the information model containing one boolean attribute for
each stage in I.S and one boolean attribute for each milestone in I.M. In
an instance ¢ of the information model I. A value true for an attribute s in 4
indicates that stage s is currently open. A value true for an attribute m in ¢.M
indicates that Milestone m is currently achieved. The value of false indicates
that a milestone is not achieved and a stage is closed.

Definition 2 (GSM Planning Model: Sentries). A sentry in a GSM plan-
ning model Mod = (G, S, M, E, I) is an expression of the form: on e i f condition
or on e or if condition, where e € Mod.FE and condition is a boolean expression
over the information model Mod.I

Given the general structure of planning models, we can now define correct
planning models. In such models, all events that may trigger the opening or
closing of stages must be under the control of the executors of the plan. Therefore,
all composite stages are activated by specific planning events if the data condition
is evaluated as true. Atomic stages must be activated by the corresponding start
events of the enclosed services. Finally, for decentralized planning, we require
that B-Steps’ results are deterministic.

Definition 3 (Correct GSM Planning Model). A GSM planning model
Mod = (G,S, M, E,I) is correct if:

— For every stage s € Mod.S with s_type(s) = composite every guard ¢ in s.g
has a sentry g.sen with an on part referring to an event in {e € Mod.E :
e_type(e) = planning}

— For every stage s € Mod.S with s_type(s) = atomic every guard ¢ in s.g
has a sentry g.sen with an on part referring to an event in {e € Mod.F :
e_type(e) = atomicStart}

— No two different atomic stages have the same start or end events: Let FA
be the set of events of atomic tasks: EA = {e € M.E : etype(a) €
{atomicStart, atomicEnd}} V (el,e2) € EA x EA: el.s = e2.5 A egype(el)
= eqype(€2) = el = e2

— ChallangeSuccess ful events are only permitted for challengeable milestones:
Ve € {e € Mod.E : e_type(e) = ChallangeSuccessful} = challengable(e.p)

— Each challangeable milestone m has one invalidation sentry in m.Sen™ of the
form: on e, where e_type(e) = ChallangeSuccess ful and e.p = m.

— For every e € Mod.E where e_type(e) # internal, and for every instance i of
Mod.I, the resulting instance of the information model i’ derived by the GSM
B-Step of e on i is unique.

Please note that the requirement of planning events for each composite stage
and specific invalidation sentries for all challengeable milestones does not need
to be provided by the modeler. Instead, driving a correct model from a model
without these features is straightforward based on the definition. Since the B-
Step must be deterministic, we will use a B-Step function B-Step(i,e,Mod) in
the further discussion.
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Fig. 4. UML sequence diagram showing the dispute resolution protocol.

Deriving Monitoring Models from Planning Models Since at runtime of
the standard flow, no planning actions are issued, and the process is fully driven
by atomic services and their events, we need to derive monitoring models for
planning models. This is achieved by replacing each guard with a planning event
with one guard for every atomic stage that may be called after opening this stage
(recursively). Due to space limitations, we cannot provide the full details here.

5 Runtime: Handling of State Exceptions

5.1 Dispute Protocol

As explained in Section 3, the dispute resolution smart contract is in charge of
handling disputes between object states and the actual conditions of real-world
objects, and then taking countermeasures. To do so, it relies on the dispute
resolution protocol shown in Figure 4, which starts from the idea of deferred
mediation outlined in [22]. When the smart contract is deployed, the following
lists of participants in the process need to be provided?:

— Initiators: participants who can challenge a specific milestone.

— Witnesses: participants who can verify if a milestone corresponds to the state
of a real-world object.

— Executors: participants who are in charge of executing the service represented
by an atomic stage in the GSM model.

When one initiator detects a discrepancy, (s)he calls the smart contract by
invoking the challenge function, passing as input the milestone representing the
challenged object state. To prevent a malicious initiators from sending fraudulent
claims and from flooding the smart contract with disputes, (s)he is also required
to put a stake on the milestone being challenged. When called, the smart con-
tract notifies the witnesses of the milestone being challenged by emitting the

2 The participants need to agree on their roles and on the need to involve other
subjects, such that the risk of collusion is minimized.
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ChallengedM event. Witnesses then have to verify if a discrepancy actually ex-
ists, and to vote accordingly. To do so, they invoke the voteM function, passing
as input the challenged milestone and a boolean outcome representing their vote.
Based on the voting outcome, the smart contract determines whether the claim
holds or not. In both cases, the Result event is emitted.

If the claim holds, the initiator can reclaim its stake by invoking the re-
claimStake function, passing the challenged milestone as input. Also, the smart
contract notifies the planner that a milestone has been challenged by emitting
the event ChallengeSuccessful. The planner then determines one or more plans
of possible remediation actions and notifies the executors by emitting the Pos-
siblePlans event. Note that multiple planners could possibly exist for a process
(e.g., each executor may have its own planner), thus avoiding centralizing trust.

Executors then have to vote on which plan to follow, and they do so by invok-
ing the votePlan function, passing the plan they want as input. Once consensus
has been reached on a plan, the smart contract notifies the executors on the
chosen plan by emitting the ChosenPlan event. To avoid deadlocks, witnesses
and executors may also be asked to put a stake before the process starts, which
can be reclaimed only when the process ends. In this way, they are incentivized
to take part in the dispute resolution protocol.

5.2 Repair Plan Generation

Generation of a State Transition System To derive repair plans, we gener-
ate a state transition system in the form of a directed multi-graph DG = (V, A),
where V is a set of states (nodes) and A is a set of directed, labeled arcs of the
form (s,t,e), representing a transition from state s to state ¢ via event e. V' is a
subset of all possible instantiations of Mod.I of the correct GSM planning model
Mod = (G, S, M, E,I) used as input.

Initialization: When an event e of type ChallengeSuccessful is received,
we first add the current instance i of Mod.I as the start node iigrger to
our state transition system: DG.V = {imrget}. We then use the function
B — Step(itarget, €, Mod) to derive the next state ichaiienged resulting from a
GSM B-Step on i;4,ger With event e for Mod (see Subsect. 4.2). As a consequence,
in ichaliengea the challenged milestone is invalidated. Since the state ichatienged
is derived from 4sqrger by applying e, we add the edge (itarget, ichalienged, €) tO
G.A. Accordingly, i¢qrget represents the goal state, and ichaiianged represents the
exceptional state as the starting point.

Generation of all states: Since the participants can only control planning and
start events of atomic tasks, we can only generate plans based on these events.
Given the input GSM model Mod we define the set of controllable events E.
as E. = {e € Mod.E : e_type(e) € {planning, atomicStart}}. To complete the
state transition system, we apply the B — Step function for every event e in
E. on ichailenged to derive all reachable states RS from ichaiienged- We add each
reachable state rs to DG.V and connect it to ichaiienged Dy adding the edge



12 J. Kopke, G. Meroni, M. Salnitri

(ichallenged; TS, €) to DG.A. Here, e is the event that resulted in achieving rs.
If the resulting state already exists, the reached node is not further explored.
Otherwise, we recursively apply the B — Step function over all events in E. on
the newly derived state.

The approach’s core is realized by Alg. 1. The algorithm is called with the
most recent instance of the artifact information model ¢14,gc+ and the challenge-
Success ful event e as input. This way, in the first call of ProcessState(), the
successor state ichatianged Of itarget is derived. This deactivates the challenged
milestone. Afterward, all states that are reachable by controllable events are
derived recursively. For each atomic start event of services, the next state is
derived by additionally ingesting the eventual end event of that service. This is
required since the controllable start event leads to a not directly controllable but
eventually appearing end event.

Plan Generation Once the state transition system is created, we can use it
to derive repair plans by searching for paths starting at the exceptional state
ichallanged @1d ending at the state before the exception iiqrge¢- For deriving
actionable and non-redundant plans, we are only interested in paths that do not
visit any state twice. For each such path, we project only the start events of
atomic tasks to obtain an execution plan. Deriving all paths between two nodes
without loops is straightforward using a depth-first or breadth-first traversal.

Algorithm 1 ProcessState

function PROCESSSTATE(i, e, Mod, DG)
if e_type(e) = atomicStart then > Special care for start events of services
i’ <+ B-step(B-step(i,e,Mod), start2End(e), Mod))
else
i’ <+ B-step(i, e, Mod)
end if
if i/ € DG.V then > We found a loop
DG.A = DG.A U {(i,i’,e)}
return
end if
DG.V = DG.V U {i'}
DG.A = DG.A U {(i,i’,e)}
E.={e € M.E: e_type(e) € {planning, atomicStart}}.
for all pe € E. do > Generate next-state for each controllable event.
15: PROCESSSTATE(4’, pe, Mod, DG)
end for
. end function
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6 Illustrative Case Study

We assume the customer should sign to receive the table (last step in the BPMN
diagram in Fig. 1), thus acting as initiator. We also assume that, in case of
disputes on the state of the table, the shipper would act as witness. For this
step, the table must be in the state assembled, painted, and shipped. The cus-
tomer observes that the paint is faulty. Therefore, he challenges the milestone
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painted by invoking the challenge function of the dispute resolution smart con-
tract, passing painted as input. The shipper then confirms the challenged mile-
stone by invoking the voteM function of the dispute resolution smart contract,
passing painted and true as input. After that, an event e of type ChallengeSuc-
cessful with payload c.p = {painted} is sent by the dispute resolution smart
contract to the planner component. The planner, by replaying the object state
events produced by the monitoring engine, reconstructs the current state of
the information model 41arget: trarget.- M = {(Assembled, true), (Painted, true),
(Shipped, true)}, itarget-S = {(Assemble, false), (AssembleAtSupplier, false),
(Paint, false), (Paint AtSupplier, false), ...}. First, ichaiienged is derived by ap-
plying the B-Step of e on #t4rget- In particular, in icpqiienged, milestones painted
changes from true to false: ichaliangea-M = {(Assembled,true), (Painted,
false), (Shipped, true)}, ichalienged-S = {...}. After this, all reachable next
states are derived by examining the applicability of every planning or start event
of atomic stages recursively. In particular, issuing the planning event P:Return
leads to a new state where the Return stage is open. Alternatively, issuing the
planning event P:openPaint leads to a new state where the stage Paint is open.
For both new states, the processing continues recursively. All other planning
events do not lead to a new state because, based on the GSM model, the event
will not lead to a new state. An illustration of the entire state transition graph
is shown in Figure 5. For a compact representation, we only show elements of
the information model where the value is true. We indicate planning events by
P:event and start events of atomic tasks by S:event.

We can derive recovery plans from this state transition system. A plan can-
didate is any path between ichaiianged and itarget, Where no state is visited twice.
In the example, there are the plan candidates (P:Paint, S:PaintAtCustomer) and
(P:Return, S:returnService, P:paint, S:PaintAtSupplier, P:Shipment, S:ShipService).
All other paths between ichalianged and %tqrger contain one state multiple times.
They are, therefore, discarded. Since only actual actions are needed to execute a
plan, we project only the start events of atomic stages and get the following two
actionable plans: ((S:PaintAtCustomer), (S:ReturnService, S:PaintAtSupplier,
S:ShipService). Potential plan candidates can be computed by each participant
individually; however, the participants need to reach a consensus on one repair
plan. This is realized through the dispute resolution smart contract. The ship-
per, the manufacturer, and the customer vote for the plan they want by invoking
the vote Plan function of the smart contract, passing the chosen plan as input.
Once the voting is over, the smart contract notifies the plan to the executors
and, after the plan is executed, the process can continue as prescribed.

7 Conclusion and Future Works

Executing business processes on blockchains is considered highly beneficial for
enforcing contractual behaviors in low-trust environments. However, on-chain
enforcement does not cover physical or off-chain data objects. This leads to
a possible deviation between object states recorded on the chain and actual
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Fig. 5. Example State Transition System for Recovery Plan Generation

object states in the real world. Ignoring these concerns may lead to process
instances that are unable to proceed. In this paper, we have provided three
contributions: (i) A consensus mechanism to agree on such deviations; (ii) a
method for modeling contractual state transitions of objects; (iii) a method for
deriving recovery plans for handling the resulting state exceptions at runtime.
With these techniques, we can move forward to more robust smart contracts
dealing with such deviations. For future work, we plan to implement the approach
in a state-of-the-art process engine on blockchain. This also includes the potential
translation of the planning problem to PDDL for using standard planners. With
our proposed modeling, an avenue of interesting questions arises: Is a smart
contract transactional complete? E.g., is it always possible to reach an acceptable
end-state no matter what state deviations occur? If not, either the life-cycles may
be extended at design time, or specific changes to life-cycles may be permitted at
runtime. We will also explore how the increased complexity in process modeling
and execution will affect the performance and cost of the approach.
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